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Abstract

The k-center problem is that of choosing k vertices as centers in a weighted undirected graph
in which the edge weights obey the triangle inequality so that the maximum distance of any
vertex to its nearest center is minimized. The problem is NP-hard, but there is a simple
greedy 2-approximation algorithm which has been shown to be optimal. We consider here
the capacitated k-center problem, where additionally each vertex has a capacity, which is
a bound on the number of ‘clients’ it can serve if it is opened as a center. Unlike the
uncapacitated k-center problem, our understanding of the capacitated version is far from
complete and the first constant factor approximation was given fairly recently. We mainly
concern ourselves with the case when all capacities are equal, which is called the uniform
capacity k-center problem. We give here an L-approximation for the uniform k-center
problem where each vertex has capacity L. This is an improvement over the current best
approximation ratio for L ≤ 5.
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1 Introduction

Due to their wide and natural applicability location problems are studied in a wide range of

fields such as operations research, mathematics, computational geometry, combinatorial opti-

mization and geography, to name a few. A mathematician would probably define a location

problem as follows: “given some metric space and a set of known points, determine a number of

additional points so as to optimize a function of the distance between new and existing points.”

A geographer might be interested in the following:“given a large wildlife sanctuary, find the

optimal positions of locating k security stations so that the maximum distance from any point

of the sanctuary to a security station is minimized” People in operations research might want

to determine “the location of plants and market catchment areas in the presence of potential

customers,” while those in computational geometry might be interested in “the minimum num-

ber of equal geometrical shapes that are required to cover a certain area, and the positions of

their centroids.”

1.1 Location Problems

All these views have in common the basic components of a location problem: a space, in which a

distance measure is defined, a set of given points, and candidate locations for a fixed or variable

number of new points. We refer to the known points as “clients”, and the new points to be

located as “facilities” or “centers.” As far as the space is concerned in which customers are and

facilities are to be located, we distinguish between a subset of the d-dimensional real space and

networks. Each of these two categories has two subcategories: one, in which the location of the

facilities is continuous, and the other in which it is discrete. In discrete problems, the decision

is whether or not to locate a facility at that spot, thus modeling the decision with a binary

variable is obvious. The result is a integer linear programming problem.

On the other hand, continuous problems will have continuous variables associated with them,

indicating the coordinates of the facilities that are to be located. For instance a simple example

of a continuous facility location problem in 2-D space could be as follows:

Given a finite set of points S in the plane, find a point on the plane(not necessarily in S) for

which the sum of distances of this point from the points of S is minimized.

If we only allow the point to be chosen from the set S, it would be a discrete facility location

problem. We could also define a similar problem on a network as follows:

Given a weighted graph G = (V,E), find a vertex v ∈ V such that the sum of distances from v

1



Introduction 2

to every other vertex in V is minimized.

This is an example of a discrete network location problem. If we allow v to lie on an edge of the

graph, this would be a continuous network location problem. Having seen the very basic types

of location problems, we now move on to give a short history of location problems. This will

lead us to a discussion on discrete network location problems; which in turn will lead us to the

k-center problem. Most of the material in the following chapter is adapted from [1].

1.2 History

In the early seventeenth century, a question was posed about how to solve the following puzzle:

“Given three points in a plane, find a fourth point such that the sum of its distances to the three

given points is minimized.” This question is credited to Fermat, and is apparently considered

to be one of the first questions which could be called a formal formulation of what we now

call a facility location problem. The earliest geometrical solution is believed to be due to

Torricelli(15981647), Fermats pupil and the discoverer of the barometer, although no one is

really sure due to the elementary nature of the problem. A generalization of this problem is

called the Weber’s problem. Weber generalized the problem by assigning different weights to the

known points, thus transforming the mathematical puzzle into an industrial problem, in which

a plant is to be located (the unknown point) so to minimize transportation costs from suppliers

and to customers (the known points) requiring different amounts of products (the weights).

Even if the first formal occurrence of a location problem were due to Fermat or one of his

contemporaries, it is likely that location analysis must be much older than that, because of the

natural occurrence of location problems in everyday life. For centuries before, people may have

wondered in which cave to live, where to build houses, villages, churches, and other “facilities”

all of which could be thought as facility location problems. And they must have solved these

problems using some sort of heuristic method.

Location problems frequently require solving an associated allocation or assignment problem:

if locations for more than one facility are known, which facility will serve what customers? A

step towards the solution of the allocation problem was taken very early in the seventeenth

century. Descartes imagined the universe as a set of regions around each star-the “heavens”,

and illustrated his theory with a drawing that made an informal use of what later would become

known as Voronoi polygons and Voronoi diagrams(Figure 1.1). Voronoi diagrams are generally

useful tools when consumers have to be assigned to their closest facilities.

In 1857, Sylvester asked another location-related question [2] “Find the smallest circle that

encloses a given set of points in the plane” This question was later answered by Sylvester
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Figure 1.1: Descartes’ Vortices: The first instance of a Voronoi Diagram to appear in literature

himself in 1860 and by Chrystal in 1885. Today we call it one-center problem in the plane or

the Smallest enclosing circle problem and there is a linear time algorithm given by Megiddo [3].

Hakimi [4] is believed to be the paper which introduced and gave a boost to modern quantitative

location theory. The paper introduced what we today call as the k-median problem.

Figure 1.2: A data table from [5]: Frequency distribution of publication of network location
references

According to Tansel et al. [5], Figure 1.2 demonstrates that the literature on network location

problems has grown rapidly since the appearance of Hakimi’s paper [4]. Many different kinds

of location problems have been introduced and studied since. Let us look at a few of them.
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1.3 Some known problems

Facility location problems can take many forms, depending on the objective function. Let us

look at two general classes of such problems called Minisum and Minimax problems.

1.3.1 Minisum Problems

Minisum problems are named so due to the fact that some function of a sum of center-client

distances is minimized. These problems include single-facility, multiple-facility and weighted

versions of the Weber problem, the simple plant location problem and the k-median problem.

1.3.1.1 The Weber Problem

The Weber problem is the problem of choosing a point X = (x, y) on the plane such that given

n points Pi = (ai, bi) on the same plane and weights w1 . . . wn for these points, we wish to

minimize the sum of weighted distances from (x, y) to all the known points. Formally:

min z(X) =

n∑
i=1

wi.d(X,Pi)

where d(X,Pi) is the distance between the facility and point Pi. The most common distance

metric used is the Euclidean metric. An iterative numerical solution for the problem was given

by Kulin and Kuenne [6] in 1962.

An application of this problem could be to locate a single warehouse (the facility) that supplies

different amounts (weights) of products to a number of dealers (the demands), in such a way that

the total transportation cost is minimized, assuming that this cost depends on the distance and

amount of transported product. Clearly, this problem is a continuous facility location problem.

We now look at an example of a minisum network location problem.

.

1.3.1.2 The Median Problems

The network equivalent of the single facility Weber problem on the plane is the 1-median prob-

lem, whose formulation is exactly the same as that of the single facility Weber problem. However,

in the 1-median problem the clients are in the from of the nodes of a network, represented as a

weighted graph. The problem is now to find a node v such that the sum of distances from v to

each of the other nodes is minimized. This is clearly a discrete network location problem. The

1-median problem was solved for location on tree networks in 1962 by Hua Lo-Keng [7].
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The k-median problem

This is a natural generalization of the 1-median problem problem. Here, we have to choose

exactly k centers. As more than one facility is to be located, an allocation problem must be

solved together with the location problem, meaning that not just do we have to choose centers,

but also allocate each client to a center. The objective is still the same: to minimize the sum

of distances from every client to its assigned center. This naturally leads to the formation of k

clusters in the network, each cluster consisting of a center and all the clients which have been

assigned to that center. Therefore, these kinds of algorithms are commonly used as clustering

algorithms in computational geometry and social network theory. The most common clustering

algorithm used for social networks is the k-means clustering, where we try to minimize the

average distance from a client to its assigned center. The first constant factor approximation

for the k-median problem was given by Charikar, Guha, Tardos and Shmoys [8].

Because of the nature of the problem as a decision problem, where we have to decide for each

node whether we wish to open it as a center, there is a natural formulation of the k-median

problem in terms of an integer linear program. Clearly, this is a discrete network location

problem. If we consider a variant of this problem where we allow the open centers to be on the

edges of the graph, it would be a continuous facility location problem.

1.3.2 Minimax Problems

The idea behind minimax problems is to minimize the longest distance between a customer

and its assigned facility, which is why we call it minimax. As before, these problems have been

defined both on a plane and on a network. These kinds of problems can be considered for the

location of centers which provide emergency services, for example hospitals and police stations,

where the aim is not to reduce transport costs but to decrease the time in which immediate

service can be provided for everybody.

1.3.2.1 The k-Center Problem on the Plane

Let us first look at what is now called the 1-center problem on the plane. The problem consists of

finding the smallest circle containing a set of given points. Finding the solution of this problem

is equivalent to finding the location of the center of a circle that encloses all given points, in

such a way that its radius is minimized. If a facility is located at the center of the circle, and

the points represent demands, the maximum distance between the facility and a demand will be

minimized. An optimal algorithm for the k-center problem on the plane was given by Drezner [9]

in 1984.



We can naturally generalize the 1-center problem on the plane to a k-center problem on the

plane. We now have to choose k points as centers and assign each known point to a center so

that the maximum distance from a point to its assigned center is minimized. Since we do not

have capacity constraints on the centers, each client is simply assigned to the center which is

closest to it. This is called the uncapacitated k-center problem on the plane. This is clearly a

continuous facility location problem.

Let us now look at the network location version of this problem, which is the one that is of

primary interest to us in this article.

1.3.2.2 The k-Center Problem

This is a natural extension of the k-center problem on the plane where the nodes are in the

form of a network instead of being on the plane. The task is now to choose k nodes as centers

and assign each node to a center such that the maximum distance of a client from a center is

minimized. It was first formulated and solved by Hakimi in 1964. Once again, we can formulate

it as a linear program because of the decision problem of whether to open a node. We now look

at the k-center problem and its variants in detail.

2 The k-Center Problem

In this section we deal with the k-center problem and describe some known algorithms for

some of its variants. We are given a weighted graph G = (V,E) with weights w : E → R+

satisfying triangle inequality. Define dG(u, v) to be the distance between vertices u and v in

G and d(u, S) = inf z∈Sd(u, z). The k-center problem is to choose a subset of vertices S ⊆ V

as centers such that |S| ≤ k and find an assignment of vertices to centers a : V → S so that

supv∈V dG(v, a(v)) is minimized. Additionally we could also have capacity constraints on each

vertex as an upper bound on the number of clients that it can serve if chosen as a center, in which

case we call it the capacitated k-center problem. The the most commonly considered case though

is the one where there are no capacity constraints on the vertices and is called the uncapacitated

k-center problem or the metric k-center problem. Let us first look at the uncapacitated k-center

problem.

2.1 The Uncapacitated k-Center Problem

In the case when we do not have capacity constraints, the problem is only to choose the subset

S, since we can assign each vertex to the center that is nearest to it. Using the same notation

6



The k-center problem 7

as described above, the uncapacitated k-center problem can therefore be formulated as follows:

Find S ⊆ V, |S| ≤ k such that supv∈V dG(v, S) is minimized.

Approximation algorithms for this problem have been well studied and are known to be opti-

mal [10, 11]. Let us first describe a greedy algorithm given by Gonzalez [11].

2.1.1 Greedy algorithm

This is perhaps the simplest algorithm for the uncapacitated k-center problem and was given

by Gonzalez in 1985. In this algorithm, we simply build the set S by iteratively adding a vertex

to which is farthest from the set of vertices we have already chosen. We keep doing this until

we have chosen k vertices. Formally, the algorithm is as follows:

Algorithm 1 Greedy algorithm

1: procedure ChooseS(V , w)
2: initialize S = φ;
3: while |S| < k do
4: Find v ∈ V for which dG(v, S) is maximum over all v ∈ V
5: Add v to S
6: end while
7: end procedure

Lemma 2.1. Algorithm 1 is a 2-approximation algorithm for the uncapacitated k-center prob-

lem.

Proof. Let O be the set of optimal k-centers and the optimum value supv∈V dG(v,O) = OPT.

We need to show that supv∈V dG(v, S) ≤ 2.OPT. Note that the sequence of distances from a

new chosen center, to the closest center to it among previously chosen centers is non-increasing.

Suppose towards contradiction that supv∈V dG(v, S) > 2.OPT. This implies that each pair of

vertices in S must be at a distance greater than 2.OPT from each other, since the sequence of

distances of a new chosen center is non-increasing. So we now have k+ 1 vertices such that the

pairwise distance between them is greater than 2.OPT. By pigeonhole principle at least two of

these vertices, say u1 and u2, must share the same center, say o1, in the optimal assignment. We

know that dG(u1, o1) ≤ OPT and dG(u2, o1) ≤ OPT. By triangle inequality dG(o1, o2) ≤ 2.OPT,

which is a contradiction. Therefore, we cannot have supv∈V dG(v, S) > 2.OPT, which means

that supv∈V dG(v, S) ≤ 2.OPT. This proves that the algorithm is a 2-approximation.

We now describe another interesting 2-approximation given by Hochbaum and Shmoys [10].
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2.1.2 Parametric Pruning algorithm

The idea of this algorithm is to prune out the irrelevant edges from the input. What we mean

by this is that suppose OPT = t, then since we want a 2-approximation, all edges that are of

length more than 2t are irrelevant. Meaning that if two vertices are connected by such an edge

and one of them is chosen as center, the other is still too far away. We start by ordering the

edges by weight: w(e1) ≤ . . . w(em). Let Ei = {e1 . . . ei} and Gi = (V,Ei). Clearly, the problem

is now equivalent to finding the minimum i such that Gi has a dominating set of size k. Note

that the dominating set for a graph G = (V,E) is a D ⊆ V such that every vertex not in D is

adjacent to at least one vertex in D. Let i∗ be such a minimal i, then OPT = w(i∗). We denote

G2 = (V,E′) as the square graph of G, where (u, v) ∈ E′ ⇐⇒ dG(u, v) ≤ 2 and u 6= v.

Figure 2.1: A squared graph: The blue edges are the edges added after squaring

Lemma 2.2. For any independent set I in G2, |I| ≤ |D|, where D is the minimum dominating

set in G.

Proof. If we consider stars in G centered at the vertices in D, these |D| stars must cover G since

D is a dominating set. A star in G becomes a clique in G2 and therefore we have |D| cliques in

G2 that cover G2. Any independent set I in G2 can have at most one vertex from each of these

|D| cliques. Therefore |I| ≤ |D|.

Now the algorithm takes advantage of the fact that maximal independent sets can be found in

polynomial time. The algorithm is as follows:

Algorithm 2 Parametric pruning algorithm

1: procedure ChooseS(V , w)
2: Construct G2

1 . . . G
2
m;

3: Find the maximal independent set Mi in each G2
i

4: Find the smallest i for which |Mi| ≤ k and call it i′

5: Return Mi′

6: end procedure
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Lemma 2.3. w(ei′) ≤ OPT

Proof. We denote by Di the minimum dominating set of Gi. By the algorithm, for every i < i′

we have |Mi| > k. Therefore by lemma 2.2 |Di| > k. So we must have w(ei) < OPT for every

i < i′. Therefore w(ei′) ≤ OPT.

Finally, we can prove the following:

Lemma 2.4. Algorithm 2 is a 2-approximation algorithm for the uncapacitated k-center prob-

lem.

Proof. Any maximal independent set I in G2
i′ is also a dominating set because if there was a

vertex u which was not dominated, I ∪ u would also be independent, contradicting that I is

maximally independent. In G2
i′ we have |Mi′ | stars that cover G2

i′ . We know by the algorithm

that |Mi′ | ≤ k. If we choose S = Mi′ , we have supv∈V dG(v, S) ≤ 2.w(ei′). We know by the

previous lemma that w(ei′) ≤ OPT. Therefore supv∈V dG(v, S) ≤ 2.OPT.

It was proven by Baum et al. [10] in 1985 that a 2-approximation is optimal. We present the

result below.

2.1.3 Optimality of the approximation ratio

We use reduction from dominating set to prove the following result.

Theorem 2.5. If P 6= NP, no approximation algorithm for the uncapacitated k-center problem

gives a (2− ε)-approximation for any ε > 0.

Proof. Given a graph G, we define a graph G′ as follows:

dG′(u, v) =

1 if (u, v) ∈ E

2 otherwise

Clearly, G′ satisfies triangle inequality. If G has a dominating set of size at most k, then it is a

k-center of cost 1 in G′. A (2− ε)-approximation algorithm will give us one with cost < 2 which

in this case has to be 1. If no such dominating set exists, every k-center has cost ≥ 2 > 2 − ε.
Thus, a (2 − ε)-approximation algorithm for the uncapacitated k-center problem can be used

to determine in polynomial time whether there exists a dominating set of size k. This implies

P = NP. Therefore this cannot happen assuming P 6= NP.

We can perhaps say that proving the optimality of the algorithm for this problems leads to

a satisfying conclusion to the uncapacitated k-center problem. But it also naturally leads us

to consider generalizations of of the problem, where each vertex additionally has a capacity

constraint. We discuss this problem, called the capacitated k-center problem next.
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2.2 Capacited k-Center Problem

The capacitated k-center problem is the k-center problem along with a set of capacity constraints

L : V → N. This constraints mean that if we open v ∈ V as a center, it can serve at most L(v)

clients. In the uncapacitated case we just assigned every vertex as a client to the center which

was nearest to it, but we cannot do this anymore. Now not just do we have to choose the set

S, but also solve an allocation problem where we have to decide which open center we should

allocate a vertex to.

This additional constraint makes the problem surprisingly harder than the uncapacitated one.

This problem has been studied since the 1990s and the first constant factor approximation

for a special case of the problem, when the capacity constraints at all vertices are same was

given by by Bar-Ilan, Kortsarz and Peleg [12] in 1993. But we did not have a constance factor

approximation for general capacities until a long time after that. The first constant factor

approximation for general capacities was only obtained in 2012 by Cygan et al. [13] for an

unspecified constant.

This lies in stark contrast to the existence simple greedy optimal algorithm for the uncapacitated

case and points to a large gap in our understanding of the capacitated and uncapacitated

versions of the problem. The most significant step till date in bridging this gap is perhaps the

9-approximation algorithm for the capacitated k-center problem given by An, Bhaskara and

Svensson [14], published in 2013. This is because the idea behind the algorithm was relatively

simple and it was the first algorithm for the case with general capacities which had a reasonable

approximation ratio. It remains the best known algorithm for the capacitated k- center problem

in terms of approximation ratio. We attempt to describe the idea of the algorithm below.

2.2.1 9-approximation for the Capacited k-Center Problem

This is an LP -rounding algorithm which proceeds by transferring the opening variable given by

a standard LP relaxation of the problem. The algorithm starts by reducing the problem from

a weighted graph to one on an unweighted graph. We have described this reduction in detail

in Section 3.2. Basically the idea of this reduction is that we make a guess at an optimal value

τ and check the feasibility of a standard LP for this optimal value. This determines if it is

possible to fractionally open k vertices while assigning every vertex to a center that is adjacent

in G≤τ (as defined in Section 3.2). If it is feasible, the algorithm gives a 9-approximation.

The LP solution specifies a set of opening variables that indicate the fraction to which each

vertex is to be opened by the optimal fractional solution. We refer to the unweighted graph

on which we are doing the LP rounding as G = (V,E). The core of this algorithm is to round

these opening variable by “transferring” openings between vertices to make them integral.
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Figure 2.2: An example of how the clustering works. Each large circle corresponds to a
cluster. Red vertices are cluster centers. The clustering is done such that each vertex has a
total opening variable of at least one. Each cluster center is at a distance of 3 from its nearest

cluster center.

The algorithm first partitions V into clusters such that each cluster has a total opening variable

of at least one. We can see that the cluster centers form a tree instance.

The algorithm then introduces one representative vertex for each cluster, which is called the

auxiliary vertex of the cluster. The algorithm now proceeds to transfer openings to make the

opening variable of every auxiliary vertex to be equal to one. This transfer happens within the

cluster itself. This can be done because each cluster has a total opening variable of at least one.

Now we have an auxiliary vertex for each cluster which has opening variable one.

Figure 2.3: aw and az are the auxiliary vertices of the clusters(taken from [14])

We now use the auxiliary vertices to define a tree instance. The internal nodes of the tree are

all the auxiliary vertices. Corresponding to each auxiliary vertex, the leaf nodes for this vertex

are the nodes which are in the same cluster as that auxiliary vertex and still have a non-zero

opening variable. This gives us a tree such that each of its internal nodes has opening variable

one.
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Figure 2.4: A tree instance obtained from the auxiliary vertices. Red vertices are the auxiliary
vertices. Since all auxiliary vertices are fully open, all internal nodes in the tree have a opening

variable of one. Note that the diagram is representative.

Here we must observe that a transfer of distance one in the tree instance does not necessarily

correspond to a transfer of distance one in the original graph. But it is still a transfer of small

distance in the original graph though. Hence if we can round the tree instance using transfer

of openings within a small distance, we can do these transfers in the original graph using only

slightly longer distances. And this is exactly what the algorithm now does. The algorithm now

recursively solves the tree instance starting with the leaves.

The algorithm departs from previous works by using a simple local strategy that does not

depend on distant vertices and applies to every non-leaf node. the paper says that “The reason

our strategy works locally is that the decision of closing fully open centers is determined using

solutions to sub-instances, which are solved recursively. This key idea significantly eases the

analysis and leads to our optimal algorithm for tree instances.”

It seems that when we are trying to study a hard problem, considering simplified cases and

variants of the problem turns out to be quite illuminating sometimes and gives us some insight

into the original problem that we are interested in solving. It would seem that sometimes a

small tweak to a problem can make it much easier to solve, perhaps pointing us to where the

‘bottleneck’ for solving the problem is. For instance the uniform capacity k-center problem is

apparently much easier to solve than the non-uniform case. It took over 15 years after the

6-approximation for the uniform capacities case to get the first constant factor approximation

algorithm for the non-uniform case. Next we look at the uniform capacity k-center problem.



2.2.2 Uniform Capacity k-Center Problem

The uniform capacity k-center problem is the same as the capacitated k-center problem where

the capacity of every vertex is the same. We will denote here by L ∈ N the capacity of every

vertex. The first constant factor algorithm for the uniform capacity k-center problem was given

by Bar-Ilan, Kortsarz and Peleg [12] in 1993. Already in 1996 Khuller and Sussmann [15] gave

a 6-approximation algorithm for this problem. There was another 6-approximation given by

An et al. [14] in 2013 using completely different techniques.Apart from this, there has been no

improvement in the approximation ratio for the uniform capacity k-center problem since the

6-approximation was suggested by Khuller and Sussmann in 1996.

We present here an algorithm which beats the current best approximation ratio for small ca-

pacities, in particular for L < 6. We give an algorithm which gives an L-approximation when

the capacity of each vertex is L. Also, it is much simpler than the algorithms that have been

previously suggested for the uniform capacity k-center problem. We describe our algorithm

next.

3 L-approximation algorithm

The result which we prove here is as follows.

Theorem 3.1. There exists an L-approximation for the uniform capacity k-center problem with

where each node has capacity L and each node can be opened as a center only once.

We give a simple algorithm which gives us a better approximation guarantee than the current

best algorithm, when the capacities are small. Observe that even though our algorithm is not a

constant factor approximation, it differs from other non-constant factor approximations in that

the approximation ratio does not depend on the size of the input graph, as is usually the case

for non-constant factor approximation algorithms. So in that sense it can be thought of as a

constant factor approximation for a fixed L. We now go on to give an outline of our algorithm.

3.1 Proof outline

Our algorithm guesses the optimal solution value τ and considers the unweighted graph G≤τ as

in An, Bhaskara and Svensson [14] on the given set of vertices where two vertices are adjacent

if and only if they are at a distance of at most τ . We prove in Lemma 3.2 that we can assume

this graph to be connected(Cygan et al. [13]). We then solve a standard relaxed LP on this

graph to check whether there is a feasible solution that fractionally opens k vertices and assigns

13
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centers so that each vertex is assigned to a center at distance at most one from itself. If the

LP is feasible, our algorithm assigns centers so that each vertex is assigned to a center within

a distance of at most L in G≤τ , thus giving us an L-approximation. If the LP is infeasible, we

consider G≤τ with a larger value of τ . Up to this point, our algorithm is identical to Cygan

et al. [13] and An et al. [14], but while these algorithms use powerful LP rounding techniques

to solve the fractional solution given by the LP, we give a purely combinatorial algorithm that

does not consider the fractional openings given by the LP since we are interested in improving

the result only for small capacities. This naturally leads to the question whether we can use

our idea together with the opening variables to get a stronger result.

We consider a spanning tree T of G≤τ and give a recursive algorithm that assigns centers such

that every client is at a distance of at most L from it’s assigned center, in the tree T , and thus

also in the graph G≤τ . We start by arbitrarily choosing a vertex r as the root of T and ’mark’

an appropriate number of vertices in the subtrees rooted at each of the children of r, where

’marking’ a vertex means that it has been assigned to a center. We then proceed to recursively

solve sub-trees rooted at each of the children of r. Each of the recursive instances involves

marking an appropriate number of vertices to maintain the following invariants that will help

us prove the correctness of our algorithm:

1. We wish to mark exactly 0 (mod L) number of vertices in each recursive instance, except

possibly when we start the algorithm with the root we have chosen.

2. When we start to recursively solve a sub-tree rooted at some vertex u, the set of vertices

that have already been marked at this point is a subset of the vertices that we wish to

mark before moving on to the children of u.

We define a few preliminaries and make this arguments formal.

3.2 Preliminaries

Given a weighted graph G = (V,E) with weight function w : E → R+ which satisfies triangle

inequality and an integer capacity L, the uniform capacity k-center problem is to choose k

vertices to open as centers and an assignment of every vertex to an open center which minimizes

the longest distance between a vertex and the center it is assigned to while while respecting the

capacity constraints. We denote by dG(u, v) the distance between u and v is the graph G.

Reduction to an unweighted problem: We reduce the weighted problem to an unweighted

one(An et al. [14]) by determining a lower bound τ∗ on the optimal value of the solution. We

make a guess τ at OPT and try to decide whether τ < OPT. We consider G≤τ = (V,E≤τ ) to be
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an unweighted graph in which two vertices are adjacent if and only if they are at a distance less

than τ in G. That is, E≤τ = {(u, v)|dG(u, v) ≤ τ}. A feasible solution of value τ assigns every

vertex to a center that is adjacent in G≤τ and conversely, if a solution assigns every vertex

to a center that is adjacent in G≤τ , its value is at most τ . We check the feasibility of τ by

considering a standard LP((3.1)) that checks whether there is a fractional feasible solution that

asigns vertices to centers that are adjacent in G≤τ . We denote the following feasibility LP by

LPk(G) ∑
u∈v

yu = k

xuv ≤ yu ∀u, v ∈ V ;∑
v:(u,v)∈E

xuv ≤ L.yu ∀u ∈ V ;

∑
u:(u,v)∈E

xuv = 1, ∀v ∈ V ;

0 ≤ x, y ≤ 1

(3.1)

xuv here is the assignment variable which tells us what fraction of the opening of v has been

given to the center u. yu is the opening variable which tells us by what fraction vertex u has

been opened as a center. It turns oot that this LP has an unbounded integrality gap in general,

but assuming it to be connected drastically changed the situation, as shown by Cygan et al. [13].

Lemma 3.2. We can assume without loss of generality that G≤τ is connected.(Cygan et al. [13])

Proof. Consider the connected components of G≤τ . If τ > OPT, a vertex can only be assigned

to vertices in the same connected component. For each connected component Gi of G≤τ the

algorithm decides the minimum value of ki for which LPkiGi is feasible. If
∑

i ki ≥ k, this

certifies that τ < OPT. We consider τ∗ to be the smallest τ for which the algorithm fails to

certify that τ < OPT. This τ∗ is obtained by binary search on the τ . We now solve each

connected component separately.

Given a connected graph G and integer k and L for which LPk(G) is feasible, our algorithm

chooses a set of k vertices to open with an assignment of every vertex to an open center that is

within the distance of L. dG≤τ∗ (u, v) ≤ L implies dG(u, v) ≤ Lτ∗ ≤ L.OPT.

Lemma 3.3. Suppose there exists an algorithm that given a connected graph G , capacity L ∈ N
and k ∈ N for which LPk(G) is feasible, finds an assignment of centers such that for each vertex

u which has been assigned to a center v; dG≤τ∗ (u, v) ≤ α, then there exists an α-approximation

for the uniform capacity k-center problem.

Our problem has now been reduced to an unweighted version; that of finding an assignment of

centers in G≤τ∗ . We now give some definitions relevant to our algorithm.
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Definition 3.4 (CvCvCv). Given a rooted undirected tree T and a vertex v ∈ T , we define Cv to be

the set of children of v in T . We assume an arbitrary but fixed ordering of vertices in Cv and

denote them by {v1, v2 . . .}. We define Cv = φ if v is a leaf.

If at any point we talk about the first child or next child of a vertex, it is in the ordering

{v1, v2 . . .}.

Definition 3.5 (TvTvTv). Given an undirected tree T with root r and a vertex v ∈ T , we denote

by Tv the sub-tree rooted at v. We denote by |Tv| the number of vertices in Tv. Clearly Tr = T .

Definition 3.6 (Set of interest IvIvIv of a vertex v). Given an undirected tree T with root r,

capacity L and a vertex v ∈ T , we define Iv by the following algorithm.

Algorithm 3 Constructing Iv
1: procedure ConstructSOI(Tv,L)
2: initialize Iv = {v};
3: for each node u ∈ Cv do
4: t = |Tu| (mod L);
5: U = Select(Tu, t); . selects and returns a set of t vertices from Tu
6: Iv = Iv ∪ U ;
7: end for
8: return Iv;
9: end procedure

ConstructSOI(Tv,L) constructs the Set of Interest for vertex v given the sub-tree rooted at v

and the capacity L. The set Iv consists of:

1. v itself.

2. For each child u of v, exactly |Tu| (mod L)1 vertices from the sub-tree rooted at u.

In the algorithm when we are solving the sub-tree rooted at some vertex v, we will wish to mark

all the vertices in the set Iv before we move on to the next recursive instance, which is why we

call Iv the Set of interest.

The procedure Select(Tu, t)(Algorithm 4) selects |Tu| (mod L) vertices from the sub-tree rooted

at u as follows:

• Let w be the first child of u. If |Tw| (mod L) is smaller than the number of vertices that

we still need to add to Tu, we recursively select |Tw| (mod L) vertices from w and set w

be the next child of u.

1For any p ∈ N we assume that p (mod L) ∈ {0, 1 . . . L− 1}
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• Repeat until either we have selected a sufficient number of vertices from Tu or |Tw| (mod L)

has more vertices than we need.

• If we have not selected a sufficient number of vertices from Tu yet, select exactly as many

vertices from Tw as we need.

Algorithm 4 Subroutine for selecting vertices

1: procedure Select(Tu, t)
2: if t == 0 then
3: return φ;
4: end if
5: initialize S = {u};
6: i = 1;
7: w = ui;
8: while ( |S| < t and |Tw| (mod L) ≥ (t− |S|) ) do
9: S = S ∪ Select(Tw, |Tw| (mod L));

10: i = i+ 1;
11: w = ui;
12: end while
13: if |S| < t then
14: S = S∪Select(Tw, t− |S|);
15: end if
16: return S;
17: end procedure

Corollary 3.7. |Iv| ≡ |Tv| (mod L)

We now have all the tools and definitions we need to describe our algorithm.

3.3 The algorithm

Given a weighted graph G = (V,E) with weight function w : E → R which satisfies triangle

inequality and an integer capacity L with each vertex having capacity L, our algorithm first

constructs G≤τ∗ as described in Lemma 3.2. We assume G≤τ∗ to be connected(Lemma 3.2) and

denote it by G. Our algorithm finds a spanning tree T of G and chooses an arbitrary vertex r

to call as the root of T . We now have a rooted tree T which our algorithm will use. We denote

the set of marked vertices by M.

Our algorithm starts with the root r and recursively does a top down processing of T . Our

algorithm proceeds by marking vertices at each step, where marking a vertex means that it has

been assigned as a client to an open center. At the step when we are processing the sub-tree

rooted at some vertex u ∈ T , we wish to mark Iv before we move on.
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Algorithm 5 L-approximation algorithm

1: procedure ProcessTree(Tr, M)
2:

3: t =
⌈
|Ir\M|
L

⌉
4: S = {r1, . . . , rt}
5: Open every vertex in S as a center
6: Assign every vertex of Ir\M as a client to one of the vertices in S
7: M =M∪ Ir
8: for each child u of r do
9: ProcessTree(Tu, M)

10: end for
11: end procedure

Our algorithm will always open exactly
⌈
|G|
L

⌉
vertices. This follows from the fact that Iv\M is

always of size 0 (mod L) except possibly when v is r.

3.4 Proof of Correctness

We first show that the Procedure Select is well defined. We need to show this because Select(Tu, t)
selects a particular number of vertices from the sub-trees rooted at each of the children of u and

we need to show it is always possible to choose a total of t vertices in this way.

Lemma 3.8 (Procedure Select is well defined). Algorithm 4 can always select t vertices as long

as t ≤ |Tu| (mod L).

Proof. In this algorithm we are selecting t vertices from Tu by selecting u itself, and at most

|Tui | (mod L) from each ui. We thus have to prove that
∑

i |Tui | ≥ t− 1.

|Tu| = 1 +
∑
ui∈Cu

|Tui |

=⇒ |Tu| (mod L) = 1 +
∑
ui∈Cu

(|Tui | (mod L))

=⇒ (|Tu| − 1) (mod L) =
∑
ui∈Cu

(|Tui | (mod L)) (3.2)

By assumption t ≤ |Tu| (mod L) and therefore t− 1 ≤ (|Tu| − 1) (mod L). Combining this with

(3.2) we get

∑
ui∈Cu

(|Tui | (mod L)) ≥ t− 1

=⇒
∑
ui∈Cu

|Tui | ≥
∑
ui∈Cu

(|Tui | (mod L)) ≥ t− 1
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It follows that ∑
ui∈Cu

|Tui | ≥ t− 1

which is what we needed.

This shows that as long as t ≤ |Tu| (mod L), Select(Tu, t) is well-defined.

It follows that the selection of Iv is always valid.

Lemma 3.9. If t1 ≤ t2 ≤ |Tu| (mod L), Select(Tu,t1) ⊆ Select(Tu,t2), for all u ∈ T . This

essentially means that the selection of vertices happens in a specific order, independent of when

the procedure is called.

Proof. There is a well-defined order in which we are selecting vertices in Algorithm 4, because

of the fact that the set of children for each vertex is ordered. The lemma follows directly from

this fact.

We now prove a lemma from which it will follow that the size of Iu\M(which is the set of

vertices we wish to mark before moving on to the next recursive instance) is exactly 0 (mod L),

except when u is the root.

Lemma 3.10. Iu ∩ Tui ⊆ Iui for all u ∈ T and ui ∈ Cu. The part of the set of interest of u

which is in a subtree rooted at one of the children ui of u is a subset of the set of interest of ui.

Proof. Observe that

Iu ∩ Tui = Select(Iui , |Iui | (mod L))

Furthermore, from the way Algorithm 4 works, if v ∈ Select(Iui , |Iui | (mod L)) we have the

following cases for v:

• Case 1: v = ui

Clearly, v ∈ Iui by the definition of Iui .

• Case 2: v ∈ Select(Tw, t) for some w ∈ Cui and t ≤ |Tw| (mod L)

By lemma 3.9 Select(Tw, t) ⊆ Select(Tw, |Tw| (mod L)) and by the definition of Iui ,
Select(Tw, |Tw| (mod L)) ⊆ Iui . Therefore we have

v ∈ Select(Tw, t) ⊆ Select(Tw, |Tw| (mod L)) ⊆ Iui

Therefore v ∈ Iui

We have thus shown that v ∈ Iu ∩ Tui =⇒ v ∈ Iui which gives us the desired result.



L-approximation 20

We are now ready to show that in step 2 of Algorithm 5, |Iu\M| ≡ 0 (mod L) for all u ∈ T \{r}.
We need to show this to prove that the algorithm does not use more centers than the optimal

solution.

Lemma 3.11. When ProcessTree(Tu, M) is called in Algorithm 5 for some u 6= r, we have

|Iu\M| ≡ 0 (mod L).

Proof. By the algorithm, when we call ProcessTree(Tu,M), Tu∩M = Tu∩Ipu , where pu is the

parent of u in T . By lemma 3.10 Tu ∩ Ipu ⊆ Iu and therefore |Tu ∩ Ipu | = |Iu ∩ Ipu |. Therefore

we have:

|Iu\M| = |Iu| − |Iu ∩M|

= |Tu| (mod L)− |Iu ∩ Ipu |

= |Tu| (mod L)− |Select(Tu, |Tu| (mod L))|

= |Tu| (mod L)− |Tu| (mod L)

= 0 (mod L)

Therefore |Iu\M| ≡ 0 (mod L)

Corollary 3.12. Our algorithm opens exactly
⌈
|G|
L

⌉
centers.

Proof. We know that |Ir| ≡ |T | (mod L) and therefore |T \Ir| ≡ 0 (mod L). It follows from

lemma 3.11 that we open exactly |T \Ir|L vertices to accommodate the vertices in T \Ir and it

follows from the algorithm that we open
⌈
|Ir|
L

⌉
to accommodate the vertices in Ir. So the

number of centers we open is:

|T \Ir|
L

+
⌈ |Ir|
L

⌉
=

⌈ |T |
L

⌉
=

⌈ |G|
L

⌉

Observe that the optimal assignment must also open at least
⌈
|G|
L

⌉
vertices and therefore our

algorithm never exceeds the number centers to open. We now show that the selection of set S

in step 4 of Algorithm 5 is valid.

Lemma 3.13. For every vertex u ∈ T , |Cu| ≥
⌈
|Iu|
L

⌉
Proof. Let |Cu| = l. We know from the definition of Iu that it consists of at most L− 1 vertices

from each Tui , ui ∈ Cu apart from u itself. It follows that:

|Iu| ≤ 1 + |Cu|(L− 1)

=⇒ |Iu|
L
≤ 1

L
+ |Cu| −

1

L
= Cu

=⇒ |Iu|
L
≤ Cu
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Since Cu is an integer, Cu ≥ |Iu|L =⇒ Cu ≥
⌈
|Iu|
L

⌉
. This is the desired result.

It follows directly that in step 4 of Algorithm 5, t ≤ |Cu| and therefore the set S is valid in that

step. We now show that each vertex has been assigned to a center at a distance of at most L.

Next we show that it is indeed an L-approximation.

Lemma 3.14. Every v ∈ Iu is at a distance of at most L− 1 from u for every u ∈ T .

Proof. Iu has at most L − 1 vertices from each ui ∈ Cu. Therefore, clearly no v ∈ Iu ∩ ui can

be at a distance more than L− 1 from u.

Corollary 3.15. Every u ∈ Iv is at a distance of at most L from ui∀ui ∈ Cv.

This directly follows from lemma 3.14 due to triangle inequality.

Lemma 3.16. No vertex is chosen more than once as a center.

Proof. In the recursive instance when we are solving the subtree rooted at u, we only open the

children of u as centers. So when we move on to the next recursive instance, say Tv, only v

could possibly have been chosen as a center in any of the previous instances. In particular,

when we are solving Tv for any v, no vertex in Cv could have been chosen as a center in any of

the previous recursive instances. Since now the algorithm will choose new centers only among

Cv, no vertex will be chosen more than once as a center.

Note that it is easy to see that every vertex is marked at termination. The way the algorithm

works, we solve Tv for every v ∈ T at some point. And when we are finished with solving Tv, v
is always marked. So eventually, every vertex will be marked.

Note also that the algorithm is clearly polynomial time. The reduction to the unweighted

problem is polynomial time due to an upper bound on the value of τ(the diameter of the graph

is an upper bound on τ), which enables us to do the binary search in logarithmic time.

Observation 3.17. We have therefore established the following facts:

• Our algorithm does not choose more centers than the optimal assignment.

• We assign every vertex to center at a distance of at most L from it.

• Every vertex is marked at termination.

• The algorithm is polynomial time.

Theorem 3.1 follows from Observation 3.17. This completes the proof of the result.



3.5 Future Directions

In our algorithm, we are only using a sparse subgraph of the unweighted graph that we had. One

of the things that we are considering is whether we can somehow use this idea and consider all the

edges of the unweighted graph to get a better approximation ratio, perhaps a 5-approximation?

Another possible direction could be to consider whether we can use the fractional openings given

by the LP , and use them intelligently along with our idea to get a better approximation. The

aim now is to work towards these directions to try and get a constant factor approximation for

a constant less than 6.
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